IP datagram format

IP protocol version 32 bits
humber (4 bits) \ I

header length }e\r;t;e;% type of

in bytes (4 bi‘rs)\/ efi | service
type ?g Si‘fr‘:)‘/ 16-bit identifier{figs
max number__[ fime fo | upper
remaining hops live {  layer
(decremented at
each router)

total datagram
length (bytes)

reassembly

// 32-bit destination IP address
upper layer protocol

to deliver payload to Options (if any, 0-40 bytes E.g. timestamp,
record route
how much overhead data taken, specify
with TCP? (variable length, list of routers
7 20 bytes of TCP typically a TCP to visit.
0 20 bytes of IP or UDP segment)

3 = 40 bytes + app
layer overhead

4: Network Layer 4b-1




Upper layer Protocol Numbers

Decimal | Keyword | Protocol

0 Reserved

1 ICMP Internet Control Message Protocol

2 IGMP Internet Group Management Protocol
4 SCTP Stream Control Transport Protocol

5 TCP Transmission Control Protocol

8 EGP Exterior Gateway Protocol

9 IGP Interior Gateway Protocol

17 UDP User Datagram Protocol

41 IPv6 IPv6 Encapsulation
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Méyiotn Movdda MeTapopdc Acdopévwy
(Maximum Transmission Unit - MTU)

0 KdBe puaiké dikTuo peTadidel makéTa IP mou éxouv éva péyioTo HAKOC

0 Tumkég Tipég Twy IP makéTwy: 68 bytes péxpr 8192 bytes
3 IP MTU = IP Datagram (data + header)
3 To (péyioTo) pnko¢ mAaigiou (frame) kaBe dikTUoU eival kaBopiopévo
O Ethernet MTU: 1518 bytes (= 18 bytes header + 1500 bytes data).
O Fiber Distributed Data Interface (FDDI - token ring) MTU:
4500 bytes.
O Wireless LAN WiFi MTU: 2304 bytes (2312 bytes pe kpumtoypdenaon).

O H MTU omoiwvdnmoTe TpwToKOAAWY TtTdvw améd Td TIPWTOKOAAA ToU
oTpwparoc¢ {evéng, mpémer va Taipidler atnv MTU Tou atpwpartog evénc.

a3 HIP MTU pmopei va kaBopiatei avelaptnta amoé tnv Ethernet MTU, aAAd
av 1o IP xpnoipomoici To Ethernet, n IP MTU mpémer va sival HikpoTEPN



IP Fragmentation & Reassembly

O Karakepuarioydg (Fragmentation):

7 network links have MTU

(max.transfer size) - largest

possible link-level frame.

o different link types,
different MTUs

O large IP datagram divided
(“fragmented") within net

O onhe datagram becomes
several datagrams

destination

O IP header bits used to
identify, order related
fragments

reassembly
O "reassembled” only at final +—_

[k

fragmentation:
in: one large datagram
out: 3 smaller datagrams
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KatakepuaTiopudg (Fragmentation)

3 ‘OAa Ta emipépouc TakéTa ANV Tou TeAeuTaiou Ba tpémel va
gival ToAAamAdoia Twy 8 bytes.

O H T1ipn oto fragment offset field oe kABe IP makéTo
uttoAoyileTal pe paon Th TpéExouoa apxikh ©Eon aTo TTaKETO
oc oxéon He To dpxIko TakéTo. MeTpdrai ae povddeg Twy 8-
byte units.

O YmoAoylopOC ToU HAKOUC Yid ThV eTIKE@aAida Tou KABOe
01d0TTACHEVOU TTAKETOU

O 2UVOAIKO UAKOC Tou O1doTTagUEVOU TTAKETOV.

O Néoc¢ YmoAoyiopog Tou CRC
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IP Fragmentation and Reassembly

4000 bytes datagram
= 20 bytes IP header +
3980 data (segment size)
3980:0 .. 3979
MTU = 1500

ToTe oe kAOe fragment £xoupe
1480 bytes in data field (To moAU)

1o fragment: O - 1479
offset =0 (1480/8 = 185)

2 ° fragment: 1480 - 2959
offset = 1480 h 1480/8 =185

3 ° fragment: 2960 - 3979
offset = 2960 r 2960/8 =370
3979 -2960+1+20=1040

length | ID
=4000] =x |

fr‘agf lag offse‘r _I

One large datagram becomes
several smaller datagrams

length | ID |fragflag |offset
=1500 [=x =1 =0

length | ID |fragflag |offset
=1500 [=x =1 =185

length [ID |fragflag |offset
=1040(=x =0 =370

B N
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Xwpiopdg oe umodiktua (subnetting)

o T v armoguyn ypnong emnpdcHetwv IP-dievBvvoemv

0 [ v opikpoven TOV TVEK®V 0poHoLdYoNS — LEPAPYLKT] OPOLOAOYNON

o To ‘host part’ tn¢ IP-dtev0vvonc vrodiupeiton oe subnet number kou host number

o H IP owevbovvon eivon g popoeng:

<network address> < subnet number> <host number>

0 O ovvdvacuodg Tov subnet number kot host number ovoudaleton local address

network address

prefix

MNetwork Portion

Host/Node Portion

/N

MNetwork Portion

Subnet
Number

Host/Mode
Address

Extended Network Address (network + subnet)

host part
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http://www.subnetmask.info/

2uikpoven mvakov opoporoyneng — lepapyikn opoporoynon

Destination | Interface
Address

Subnet | Destination | Interface
Address

0000
0001 0000
0001
0010 0010
0011 0011
0100 01 0100
0101 0101
0110 0110
o111 0111
1000 10 1000
1001
1001 1010
ot (5) 11 1100 XXX
(13) 1100 XXX 1101
1101 1110
1110 1111

1111

4: Network Layer 4b-8



AiaBéoipec

dievBuvoeic IP og xpnorveg

Network

Host

172

16

0 0

10101100 00010000

OWNFTONTCODN O NOWTONT™
FFFFFFF

00000000 00000000

00000000 00000001 2
00000000 00000010 3

11111111 11111101 65534
11111111 11111110 _65535
11111111 11111111 65536

2

1 HlInegivain
d1eUBuvon Tou

OIKTUOU

H TeAsuTaia
givai n
d1eUBuvon

2N.2 =216.2 = 65534 || 65534

TTOAUVEKTTOUTTAC

(TTaveKTTOUTIAG)
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H xphon pdokac (subnetmask)

) Network 9 Host
IP
Addrene 172 16 0 0
) Network 9 Host
Default
suonet | 255 | 255 0 0
as 11111111 11111111 00000000 | 00000000 |

Also written as “/16” where 16 represents the number of 1s
in the mask.

Network Subnet Host

Subnet 255 255 | 255 0

Mask

Also written as “/24” where 24 represents the number of 1s
in the mask.
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TTapddeiypa Xwpiopou ge UTodikTud - subnetting

A Host oto AiadikTuo éxer disUBuvon IPv4: 144.128.128.16.
(a) Ze moia kAdon avikel n d1eUBuvon auTh;

() ZUpgpwva pe TRV KAdon, va eupeBOei kKaTaAAnAn pdoka uttodikTUoU
(subnetmask), waTte va xwpioTei To 8iKTUO OTO 0TTOI0 AVhKel o€ 4 ioa
utrodikTua (subnetworks).

(y) Na opiaBouUv o1 dicuBuvoeic IP Twv 4 umodikTOWYV Kai ol dieubuvaei¢ IP
Twv hosts oe kABe uTtodikTUO, KABWC Kal N d1EUBUVON TTOAUEKTIOUTIAG
KdOe uttodikTUoU. OI aavTAceIC va KaTaxwpnOouv aTtov akdAouBo
Tivakad.

IP address Hosts (IP address) Broadcast TP
Tou Sub-Network ATIO Méxpi (TToAuekmopTn)

(8) Xwpic va paciCeoare oTov Tivaka, aAAd péow ThG Hdokag uttodikTUou,
PpeiTe ag molo UTTodikTUO avikel o host pe Th d1eUBuvaon
144.128.128.16.

3 AAAeg AciToupyieg TnG subnetmask.
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TTapddeiypa xwpiopov o uttodikTud - subnetting (ouv. 1)

0 (a) 144.128.128.16 — 10010000 10000000 10000000 00010000

To mpwrTo byte Tng IP dicuBuvong, To 144, oe duadikh HopPh ypdpeTal:
10010000. OmoTe pAémoupe 6TI To TpwTo «O» PpiokeTal oThv 2" Béan,
dpa éxoupe class B.

3 (p) Tia va diakpivoupe 4 umtodikTua xpeitalopaote 2 bits (22 = 4).

AuTd Ta bits Ba Ta Tdpoupe amd Ta mpwra bits Tou host part Tng
d1evBuvonc.

ApoU n (default 6mmwe Aépe) subnetmask Tn¢ class B eivai 255.255.0.0,
‘H, 11111111 11111111 00000000 00000000

Ta 2 bits mou Ba pac¢ dwaoouv To subnet number civai Ta bits #17 kai
#18 (kokkiva). Apa n subnetmask Ba viver:
11111111 11111111 11000000 00000000 — 255.255.192.0.

O H CIDR popeh TnG pdokacg umodikTUwy cival /18, dnA. 144.128.128.16/18
4: Network Layer 4b-12



TTapadeiyya xwpiopoU ge uttodikTud - subnetting (ouv.2)

3 (y) Na va ppolpe Ti¢ d1eubUvoeIc Twy subnets maipvoupe Thv network address
Kdl KoAAdpe Toug ouvduaopouc Twy 2 bits (17, 18) we e€ng¢:

10010000 10000000 00000000 00000000 — 144.128.0.0 subnet
10010000 10000000 00111111 11111111 — 144.128.63.255  broadcast

10010000 10000000 01000000 00000000 — 144.128.64.0 subnet
10010000 10000000 01111111 11111111 — 144.128.127.255 broadcast

10010000 10000000 10000000 00000000 — 144.128.128.0  subnet
10010000 10000000 10111111 11111111 — 144.128.191.255 broadcast

10010000 10000000 11000000 00000000 — 144.128.192.0  subnet
10010000 10000000 11111111 11111111 — 144.128.255.255 broadcast

IP address Hosts (IP address) Broadcast IP
Tou Sub-Network ATI6 Méxp! (MoAuektroptn)
144.128.0.0 144.128.0.1 144.128.63.254 144.128.63.255
144.128.64.0 144.128.64.1 144.128.127.254 144.128.127.255

(3°) 144.128.128.0 144.128.128.1 144.128.191.254 144.128.191.255
144.128.192.0 144.128.192.1 144.128.255.254 144.128.255.255
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TTapadeiypa xwpiopuov o umodikTud - subnetting (ouv.3)

3 (8) Ma va ppolpe To UTTOJIKTUO OTO OTTOI0 AVAKE! Hid d1eUBuvon
IP mrou éxe1 00O¢ci o€ host, ekTeAoupe Tnv mpdaén AND peTalu Tng
IP address kai Tn¢ subnetmask:

IP address: 10010000 10000000 10000000 00010000
subnetmask: 11111111 11111111 11000000 00000000

subnet address:10010000 10000000 10000000 00000000 — 144.128.128.0 (3°)

O AAAec AsiToupyiec TnC subnetmask
Subnet address: 10010000 10000000 10000000 00000000 (144.128.128.0)
Inverted subnetmask:00000000 00000000 00111111 11111111

Broadcast address: 10010000 10000000 10111111 11111111 — 144.128.191.255

ip address: 10010000.10000000.10000000.00010000

inverted subnet mask:00000000.00000000.00111111.11111111
--------------------------------------------------- AND

Host number: 00000000.00000000.00000000.00010000 — 16
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2 voowpdaTtwon dieuBuvoswy IP - Aggregation

O Router mpémel va mpowBei makéTa oTiI¢ €{600UC Tou WG EAG:

Destination address Range Interface (port)

Ano 11001000 00010111 00010000 00000000 IO
Mexpt 11001000 00010111 00010111 11111111

Ano 11001000 00010111 00011000 00000000 I1
Mexpt 11001000 00010111 00011000 11111111

Ano 11001000 00010111 00011001 00000000 I2
Mexpt 11001000 00010111 00011111 11111111

AAAec di1euBuvaeic (default) I3

O Bpeite Tov mivaka dpopoAdynong He TIC HIKPOTEPEC EYYPAPEC.

4: Network Layer 4b-15



2 voowpdaTtwon dieuBuvoswy IP - Aggregation
Routing Table

Destination address Range Destination Interface
address (port)

An6o 11001000 00010111 00010000 00000000 200.23.16.0/21 I0
Méxpt 11001000 00010111 00010111 11111111

Ané 11001000 00010111 00011000 00000000 200.23.24.0/24 I1
Méxpt 11001000 00010111 00011000 11111111

An6 11001000 00010111 00011001 00000000 200.23.25.0/24 I2

Méxpt 11001000 00010111 00011111 11111111 200.23.26.0/23 I2

200.23.28.0/22 I2

AAAec B1euBUvocic (default) default I3

Destination Address Longest prefix matching
192.168.0.0/24 Destination Address

192.168.1.0/24 I1 = 192.168.0.0/22 I1
192.168.2.0/24 I1 192.168.4.0/24 I1
192.168.3.0/24 I1
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ICMP: Internet Control Message Protocol

Upper layer Protol Number =1

used by hosts, routers,
gateways to communication
network-level information

O error reporting:
unreachable host, network,
port, protocol

O echo request/reply (used
by ping)
network-layer “"above" IP:

O ICMP msgs carried in IP
datagrams
ICMP message: type, code plus
first 8 bytes of IP datagram
causing error

Type Code description

AP WWWWwwwOo

10
11
12

ONO WwnNEFL OO

OO0 oOooo

echo reply (ping)

dest. network unreachable
dest host unreachable
dest protocol unreachable
dest port unreachable
dest network unknown
dest host unknown

source quench (congestion
control - not used)

echo request (ping)

route advertisement
router discovery

TTL expired

bad IP header
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Traceroute: Mia spappoyn ue paon 1o TTL

To Traceroute pag ponBdei oc diadikacieg test n debugging (di1adikacia
EVTOTIIOHOU Kal 816pOwang AadBwv).

O 2TvéAvel éva IP makéto pe TTL=1 oe éva koupo TtapaAnTTh.

A O 1°¢ Router otnv diadpoph HeTall amooToAéa-mTapaAnTTh Oa peiwoel To TTL

othv Tign O, kai emopévwe Ba ateiAer éva phvupa «ICMP Time Exceed» otov
aTrooToAEQ.

AKoAoUBwc, o amrooToAéac Ba aTteiAel TAAI To id10 TTAKETO OTOV TAPAARTITN HE
TTL=2, otoTe 0 2°¢ Router otnv diadpopn petall amooToAéa-mtapaAnTTh Oa
gival autog mou Ba pndevioel To TTL kai ©a oTeilel To pavupa «ICMP Time
Exceed» oTov amooToAéa.

H diadikacia auth emavaAaupdveral améd Tov ammooToAéa HEXP! TO TAKETO vd
¢Odoel oTov mapaAnTTn (aufavovrtag kdBe popd To TTL kard 1).

0 ‘Evol, o amooToAéag pmopei va pdBel amd moloug Routers mépaoe To datagram.

Ma kaAUTEPN eKTiHNON Twv ouvoAikwy xpévwy RTT (Round Trip Time), kdB¢
@opd To datagram oTéAveTal €1¢ TPITTAOUV.
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Interplay between routing and forwarding

routing algorithm routing algorithm determines

Na

end-end-path through network

local forwarding table forwarding table determines

eU “d0a| I I | Header value|output link

0100 | 3
0101 | 2
O111 | 2
1001 | 1

value in arriving

local forwarding at this router

packet’ s heade; %
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Eidikwrepa: Datagram forwarding table

routing algorithm

local forwarding table
dest address putput link

address-range 1
address-range ‘2/
address-range 3
address-range 4

4 billion IP addresses, so
rather than list individual
destination address

list range of addresses
(aggregate table entries)

IP destination address In % %
arriving packet’ s.header y
<
BN _
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Routing in the Internet

T The Global Internet consists of Autonomous Systems
(AS) interconnected with each other:
O Stub AS: small corporation
O Multihomed AS: large corporation (no transit)
O Transit AS: provider

0 Two-level routing:
O Intra-AS: administrator is responsible for choice
O Inter-AS: unique standard
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Internet AS Hierarchy

Intra-AS border (exterior gateway) routers

Inter-AS interior (gateway) routers
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Intra-AS Routing

3 Also known as Interior Gateway Protocols (IGP)
3 Most common IGPs:

O RIP: Routing Information Protocol
O OSPF: Open Shortest Path First

O IGRP: Interior Gateway Routing Protocol (Cisco
propr.)
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RIP ((Routing Information Protocol)

7 Distance vector algorithm
3 Included in BSD-UNIX Distribution in 1982

0 Distance metric: # of hops (max = 15 hops)
O Can you guess why?

O Distance vectors: exchanged every 30 sec via
Response Message (also called advertisement)

O Each advertisement: route to up to 25 destination
nets
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RIP (Routing Information Protocol)

W—@\-/xgg @y—@z
A D B S

==
C

Destination Network  Next Router Num. of hops to dest.

X N S
: WwD
-~ NN

Routing table in D
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RIP: Link Failure and Recovery

If no advertisement heard after 180 sec -->
neighbor/link declared dead

O routes via neighbor invalidated
O new advertisements sent to neighbors

O neighbors in turn send out new advertisements (if
tables changed)

o link failure info quickly propagates to entire net

O poison reverse (dBwa yéuara) used to prevent ping-
pong loops (infinite distance = 16 hops)
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RIP Table processing

O RIP routing tables managed by application-level
process called route-d (daemon)

0 advertisements sent in UDP packets, periodically
repeated (30 sec)

4 4
transport (UDP) i ; tnansport (UDP)
v
network (IP) |[foriend rouin9] | network (IP)
data link data link
physical >— — — physical
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RIP Table example (continued)

Router: giroflee.eurocom.fr

Destination Gateway Flags Ref Use Interface
127.0.0.1 127.0.0.1 UH 0 26492 100
192.168.2. 192.168.2.5 U 2 13 fa0
193.55.114. 193.55.114.6 U 3 58503 1e0
192.168.3. 192.168.3.5 U 2 25 qaa0
224.0.0.0 193.55.114.6 U 3 0 1leO
default 193.55.114.129 UG 0 143454

Three attached class € networks (LANSs)
Router only knows routes to attached LANs
Default router used to "go up”

Route multicast address: 224.0.0.0 (class D)
Loopback interface (for debugging) - 127.0.0.1

O a daaa
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OSPF (Open Shortest Path First)

3 "open”: publicly available

7 Uses Link State algorithm
O LS packet dissemination
O Topology map at each node
O Route computation using Dijkstra's algorithm

O OSPF advertisement carries one entry per neighbor
router

J Advertisements disseminated to entire AS (via
flooding)
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OSPF "advanced" features (not in RIP)

3 Security: all OSPF messages authenticated (to prevent
malicious intrusion); TCP connections used

O Multiple same-cost paths allowed (only one path in RIP)

3 For each link, multiple cost metrics for different TOS
(eg, satellite link cost set "low" for best effort; high for
real time)

0 Integrated uni- and multicast support:
O Multicast OSPF (MOSPF) uses same topology data base as OSPF

3 Hierarchical OSPF in large domains.
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Hierarchical OSPF

boundary router

backbone router

areq

routers R
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Hierarchical OSPF

J Two-level hierarchy: local area, backbone.
O Link-state advertisements only in area

O each nodes has detailed area topology; only know
direction (shortest path) to nets in other areas.

7 Area border routers: "summarize” distances to nets
in own area, advertise to other Area Border routers.

O Backbone routers: run OSPF routing limited to
backbone.

O Boundary routers: connect to other ASs.

4: Network Layer 4b-32



IGRP (Interior Gateway Routing Protocol)

3 CISCO proprietary; successor of RIP (mid 80s)
O Distance Vector, like RIP

O several cost metrics (delay, bandwidth, reliability,
load etc)

7 uses TCP to exchange routing updates

O Loop-free routing via Distributed Updating Alg.
(DUAL) based on diffused computation
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Inter-AS routing
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Internet inter-AS routing: BGP

7 BGP (Border Gateway Protocol): the de facto
standard

O Path Vector protocol:
O similar to Distance Vector protocol

O each Border Gateway broadcast to neighbors
(peers) entire path (I.e, sequence of ASs) to
destination

O E.g., Gateway X may send its path to dest. Z:

Path (X,Z2) = X,Y1,Y2Y3,..Z
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Internet inter-AS routing: BGP

Suppose: gateway X send its path to peer gateway W
3 W may or may not select path offered by X

O cost, policy (don't route via competitors AS), loop
prevention reasons.

O If W selects path advertised by X, then:
Path (W,Z) = w, Path (X,Z)

3J Note: X can control incoming traffic by controling it
route advertisements to peers:

O e.g., don't want to route traffic to Z -> don't
advertise any routes to Z
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Internet inter-AS routing: BGP

0 BGP messages exchanged using TCP.
0 BGP messages:

O OPEN: opens TCP connection to peer and
authenticates sender

O UPDATE: advertises new path (or withdraws old)

O KEEPALIVE keeps connection alive in absence of
UPDATES:; also ACKs OPEN request

O NOTIFICATION: reports errors in previous msg;
also used to close connection
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Why different Intra- and Inter-AS routing ?

Policy:

3 Inter-AS: admin wants control over how its traffic
routed, who routes through its net.

3 Intra-AS: single admin, so no policy decisions needed

Scale:

3 hierarchical routing saves table size, reduced update
traffic

Performance:
3 Intra-AS: can focus on performance
0 Inter-AS: policy may dominate over performance
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Router Architecture Overview

Two key router functions:
3 run routing algorithms/protocol (RIP, OSPF, BGP)
0 switching datagrams from incoming to outgoing link

input port output port
[ || l—F I——>
&

switching

input port fabric

= H

routing
processor

output port

[ H =

4: Network Layer 4b-39



Input Port Functions

lookup,
data link forwarding -
i : switch
m processing IIIIIIII
termination |
(protocal, Jeuein fabric
/'/v decapsulation) ] J
Physical layer:
bit-level reception
e.g., Ethernet O given datagram dest., lookup output port
see chapter 5 using routing table in input port memory
3 goal: complete input port processing at
line speed'

O queuing: if datagrams arrive faster than
forwarding rate into switch fabric
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Input Port Queuing

3 Fabric slower that input ports combined -> queueing
may occur at input queues

J Head-of-the-Line (HOL) blocking: queued datagram
at front of queue prevents others in queue from
moving forward

O queueing delay and loss due to input buffer overflow!

.................. } _EI_ }

switch.~ ] I switch

fabric } fabric }
— III— :I

output port contention green packet

at time t - only one red experiences HOL blocking
packet can be transferred
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Virtual Output Queues

VOQ: AUon oto mpopAnua tou HOL

AvdAoyo: XWpo¢ oTa auTokivnta yia va otpipouv d1d

VOQ

Switching
fabric

Input

111D

4 TT1]

171D

41T

1711
4 TT 1]

1710

4TTT]
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Virtual Output Queues

H AUon oto popAnua HOL blocking

0
. | ———1
¥ EEEE ¥
. EEEN|
EEEEEE|
=, b=
EEEEEEEE||
EEEEE N
EEEE|
N - E
: TE=S
i EEEE|
TITITL:
M1 |
; =

-

Input Buffering

[(Adw. Input Jueusing)
(Wirtual Cutp. Quenea)

(T RO e

4: Network Layer 4b-43



Three types of switching fabrics

memory
A
1[I~ = o
B
L] crossbar
C
~[ |~

| 1
g g g
. 2
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Switching Via Memory

First generation routers:

3 packet copied by system's (single) CPU

0 speed limited by memory bandwidth (2 bus
crossings per datagram)

Input Memory Output
Port Port

System Bus

Modern routers:
3 input port processor performs lookup, copy into
memory

0 Cisco Catalyst 8500
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SWiTching Via Bus

3 datagram from input port memory

to output port memory via a shared
bus

O bus contention: switching speed
limited by bus bandwidth

3 1 Gbps bus, Cisco 1900: sufficient
speed for access and enterprise
routers (not regional or backbone)
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Switching Via An Interconnection Network

7 overcome bus bandwidth limitations

3 Banyan networks, other interconnection nets
initially developed to connect processors in
multiprocessor

O Advanced design: fragmenting datagram into fixed
length cells, switch cells through the fabric.

0 Cisco 12000: switches Gbps through the
interconnection network
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Output Ports

Switeh queuing: data '"?k
N bufer Processing line
fabric (protocol M g
management ! termination
decapsulation)

A Buffering required when datagrams arrive from
fabric faster than the transmission rate

3 Scheduling discipline chooses among queued
datagrams for transmission
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Output port queueing

;|
) - | | il U
=1 ™[ Switch ; o Switch —
Fabric Fabric
—{ = — - >
.— . m— —> - . L
Qutput Port Contention One Packet
al Time ! Time loter

3 buffering when arrival rate via switch exceeeds
ouput line speed

O queueing (delay) and loss due to output port
buffer overflow!
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IPv6

3 Initial motivation: 32-bit address space
completely allocated by 2008.

O Additional motivation:
O header format helps speed processing/forwarding
O header changes to facilitate QoS

O new "anycast” address: route to "best” of several
replicated servers

0 IPv6 datagram format:
o fixed-length 40 byte header
o no fragmentation allowed
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IPv6 Header (Cont)

Priority: identify priority among datagrams in flow
Flow Label: identify datagrams in same "flow."
(concept of“flow" not well defined).
Next header: identify upper layer protocol for data

ver

pri

flow label

payload len next hdr | hop limit

source address
(128 bits)

destination address

(128 bits)

data

32 bits
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Other Changes from IPv4

3 Checksum: removed entirely to reduce
processing tfime at each hop

3 Options: allowed, but outside of header,
indicated by "Next Header" field

A ICMPvé: new version of ICMP

O additional message types, e.g. "Packet Too Big"
O multicast group management functions
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Transition From IPv4 To IPv6

7 Not all routers can be upgraded
simultaneous
o no “flag days”
O How will the network operatewith mixed IPv4
and IPvé6 routers?
O Two proposed approaches:

O Dual Stack: some routers with dual stack (v6,
v4) can "translate” between formats

O Tunneling: TPv6 carried as payload n IPv4
datagram among IPv4 routers
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Dual Stack Approach
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Tunneling
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